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Evolution of new technologies on video, security and networking fields puts a requirement
of higher network bandwidth. As the need for network bandwidth grows, the need for CPU
performance to process the network data also grows rapidly. Even though CPU speed increases
in GHz, most of the times the CPU performance is not high enough to compete with the available
network bandwidth. Even some of the Embedded Processors that are running at GHz speed, are
not able to process Giga bit Ethernet data at wire speed. The new evolution of 10 Gb Ethernet
places a very high requirement of CPU performance.

Not only the target machine is in need of high performance, the routers and switches,
which are on the network path, forwarding the packets to the target machine are also expecting
high CPU performance.

This document explains some of the techniques that can be used to improve the
performance of Giga bit Ethernet drivers. This Document mainly targets optimization on the
general Hardware configuration and also covers some of the techniques adopted to improve
Linux network driver.

In order to understand optimization techniques, it is necessary to have a good knowledge

about the Ethernet hardware and its operation. So, let's have a brief overview about the Ethernet
hardware blocks, before we really jump into the optimization techniques.
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Figure 1: Hardware Blocks of Ethernet MAC
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Control messages between the CPU and DMA are carried out through a structure called DMA
Descriptor. Both TX engine and RX engine have their own DMA descriptors. The descriptor could
reside either in the SRAM or in DDR/SDRAM.

DMA descriptors contains

< Buffer information - the pointer to the buffer and the size of the buffer

e Data information - pointer to the data (usually same as the buffer pointer and size of the
data)

e Status Information — (of the received data) CRC error, valid length, data over flow errors,
receiver and transmit status etc..

 And most importantly, Ownership bit, which says who owns the buffer at that point of
time. The Buffer is a shared memory between the DMA and CPU. In order to do the
handshake between the CPU and DMA the Ownership bit is used, which acts similar to
the semaphore locks in software. This single bit refers whether the buffer is owned by
DMA or CPU at that instant of time.

e Wrap bit, sometimes used to say that this is the last descriptor in the queue of
descriptors.

Even though the Descriptors structure and it fields differs between MAC controllers, the concepts
still remains same.

The DMA reads the control message which usually contains information about the buffer from
which the data to be transferred or to the buffer which data has to be received. The CPU writes
these control information to the Descriptors. The DMA reads the descriptor from Memory and
executes the data transfer. On completion of the data transfer, it writes the transaction status
back to the SRAM. CPU then reads the Descriptor status to know about the status of the
transaction.

DDR Memory
SRAM / DDR Memory Buffer Array
Descriptor Array RX/TX Descriptor
/ Buffer 0 Control Information:
- Ownership Bit
Descriptor 0 Interrupt Enable
Descriptor 1 RX/TX Status Info
_____________ Buffer Address /
"""" Data Address

Buffer Size / Data

Descriptor N \ —
Buffer N Next Descriptor Addr
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The Data buffers are placed in the DDR/SDRAM memory, because of huge size. The Packets are
received and transmitted by Ingress and Egress engines respectively. The MAC is connected to
the PHY through MII/GMII/RGMII interface depending upon the speed it operates.

The Media Independent Interface (MIl) receives the packets serially through 4 / 2 line interface.
The SERDES converts those serially received bits into packet data and vice versa. The received
data is stored in the Ingress FIFO and then filtered through a MAC filter to receive only the
needed packets and dropping all other packets. Then the received packet is analyzed to update
the statistics counters. The Statistics block collects all the statistics of the received bytes. Then
the packet is stored in the Memory pointed by the receive descriptor. The status of the received
packet is updated in DMA descriptor.

This is a Packet flow in a typical Ingress MAC block is shown here

SERDES INGRESS/EGRESS FIFO MAC FILTER CRC CHECK
STATISTICS COLLECTION DMA FIFO RX DMA MEMORY
/7 27 )

The Ingress Engine receives all the packets that are appearing on the wire. Network device could
be connected to a Network with heavy traffic. In which case, most of packets appearing on the
wire may not be targeted for this device MAC address. Receiving all the packets to the Memory
and discarding the invalid packets is a huge task, which consumes more memory bandwidth and
CPU bandwidth. So, MAC filters are used to filter out the unnecessary packets, thereby receiving
the packets having a matching pattern with the MAC Filters. There are separate MAC filters
programmed to receive Uni-cast, Broadcast and Multicast packets.

The MAC Filters operates on the MAC address of the received packets. There are number of
filters used to filter the desired packets. These filters operate serially. Means, once a packet has
been dropped by one of the MAC filter, it will be fed through other filters. If any one of the enabled
filters matches with the packet data, it will be received otherwise, dropped.

For Unicast packets, the MAC address filter is programmed with the MAC address of the device.
So only the packets targeted for this target device will be received and all other Uni-cast packets
will be dropped.

For Broadcast packets, the MAC address filter will be programmed with broadcast address of the
subnet. Still these filters can be programmed with any desired value to filter specific packets from
all other packets.

Multicast MAC address filters operates bit different from the above Uni-cast and Broadcast filters.
A hash value is calculated from the received packet's MAC address and matched with the
programmed hash value. This makes more number of packets to be received for the same hash
value (i,e if you program the Multicast filter to receive one Multicast MAC address, it will receive
nearly 10 to 15 multicast address depending upon the hash algorithm used. The TCP stack will
do the next level of filtering and filters the required packet and drops all other packets). This
method is better than receiving all the Multicast packets and dropping the unwanted packets at
the OS level, which consumes more CPU power in processing those packets.

Mt BCoN
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In Promiscuous mode, all the MAC filters are disabled and all the packets appearing on the wire
are passed to Receive DMA. Packet Sniffer Instruments use this mode to analyze the incoming
packets and gather packet statistics. Applications like Ethereal (A Sniffer Program), also uses the
promiscuous mode to receive all the packets that is appearing on the wire. Ethernet driver should
not use this mode unless otherwise it is requested to do so.

: D2ND B

The Statistics block collects all the statistics of the received packets. Below are the some of the
main statistics collected by the statistics engine.

e Total Packets received

e Total Bytes received

e Total Packets Transmitted

e Total Bytes Transmitted

e Length of packets between 64 to 128 bytes

e Length of the packets between 128 to 256 bytes

e Length of the packets between 1024 to 1518 bytes

e Packets with CRC error

e Packets with Invalid length (less than 64 bytes)

e Packets with Truncated length (more than 1518 bytes)
e Total Packets dropped

e Packets dropped because FIFO full

e Packets dropped because of invalid length

e Packets dropped because of Out Of Descriptor (OOD)

Ethernet driver should use these hardware based statistics to calculate the Network statistics,
instead of calculating in the driver.

8 " /& 1 »

The TX DMA keeps polling for the current TX descriptors to check whether the ownership bit has
been set to DMA (if ownership bit is set to DMA, means CPU has given the buffer to DMA to
transmit data). DMA reads the buffer address and data length given in descriptor and transmit the
data though the TX Engine. The Transmit status is then update back in the descriptor. And it
resets the ownership bit of the descriptor to convey the CPU that transmission has been
completed.

DMA then again starts polling for the next TX descriptor in the queue. The Descriptors are usually
circular linked lists. DMA keeps polling for descriptors that are ready to transmit. Once it reaches
the end of the queue, it wraps again to the beginning of the list.

Receive DMA: RX DMA Engine works similar to the TX Engine. It keeps polling for the free
descriptors (ownership bit of the receive descriptor set to DMA). Once the free descriptor is
available, RX DMA transfers the data from Ingress FIFO to the buffer pointed by the descriptor. If
the buffer size is less than the packet received then the packet will be split into next available
descriptors. If there is not free descriptor (free buffer) available then the RX Engine drops all the
packets that have been received.

OOD, Out of Descriptor can happen when the RX DMA has data to transfer but no free
descriptors (in turn buffers) available. In case of TX DMA, OOD can happen when all the

' Intatach $12 . 1 0 0
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descriptors are set to DMA and OS couldn’t find any free descriptors to send the data. This can
happen when TX Engine stopped processing the descriptors due to some errors.

Usually the RX Descriptors (in turn Buffers) are in large number to make sure no / very less
packets are dropped due to OOD. ODD can still occur, if the CPU packet processing rate is lower
than the incoming packet rate. During the RX OOD, all the incoming packets are dropped.

Once the packet has been received, it will be passed to the CRC check and other sanity checks
and the status is updated in the receive descriptor. Finally the ownership bit is modified to CPU in
order to inform the CPU that packet data has been received for that descriptor.

Usually the buffer size is large enough to accommodate maximum size of the receive unit (MRU).
If the buffer size is small than the MTU/MRU, then the receive DMA will spilt the data in multiple
buffer descriptors. This put additional task to the software to do memory copy to make it as a
single buffer unit before sending it to the TCP/IP stack.

As we know, Linux treats all devices as files and does read/write operation to access the devices.
Network Drivers are bit different from the character and block drivers. The Network driver
interface to the kernel and functions accessing the hardware are different.

The most important difference between the Network driver and other drivers is that block drivers
operate only in response to requests from the kernel, whereas network drivers receive packets
asynchronously from the outside. Thus, while a block driver is asked to send a buffer toward the
kernel, the network device asks to push incoming packets towards the kernel.

G ) <3=
In Linux Network drivers, the packet buffers are passed between the kernel and driver in form of

SKB (Socket Buffers). Socket buffers are structures, which contains the information about the
buffers, buffer data and buffer sharing etc.

During the initialization of the network drivers, the DMA descriptors and DMA buffers are
allocated and initialized as per the hardware requirement. For Transmit DMA, only DMA
descriptors are allocated, the DMA buffers will be passed from the kernel. For receive DMA, both
DMA descriptors and DMA buffers (in form of SKB buffers) have to be allocated. Every receive
DMA descriptor will be pointing to one receive buffer.

Network driver has two major functions Transmit and Receive. In Transmit, request comes from
the kernel to transmit a packet. In the Receive routine, packets are received from outside and
pushed into the kernel.

o ))

Receive routine is bit critical, since the Network driver is pushing the incoming packets to
the kernel, heavy Network traffic on the wire can eventually hog the system. CPU will always
busy spending most of the time in processing those packets. System hackers can easily create
such scenario of creating heavy network traffic and slowing down the system operation.
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To avoid this kind of situation where the Network driver can entirely take control over the system,
the kernel developers limit the network processing by allotting some weight to the process.

[Note: Since we mainly concentrate on Giga bit Ethernet drivers, the NAPI method of receive
process is explained here]

These are few parameters used limit the packets processed at a time.

From the kernel, Budget - Maximum amount of packets that is allowed to pass to the kernel

From the Network driver,
Weight or Quota - Maximum amount of packet that is processed by an interface

During the Receive operation, the driver checks whether any packet has been received by the RX
DMA. This is done by polling the ownership bit of the receive descriptor. If received, the
corresponding SKB of the received buffer (every data buffer will be associated with a SKB
structure) is updated with data size and sent to the kernel.

Receive process has more priority over the transmit process. If we delay processing the received
packets and not allocating new buffers to the RX descriptors, the RX DMA engine will go into out
of free descriptors (OOD) and drop all the incoming packets.

)& ))
During the Transmit operation, the kernel passes the data buffer for transmission (this buffer is
also allocated through a generic allocation function “skb_alloc”, as the receive function). This
buffer is attached to the TX DMA to do the transmit operation. Once transmission is done, the
status is updated in the transmit descriptor.

During Transmit and Receive operation, the statistics information of the interface is also get
updated accordingly.

? % )
Both Transmit and Receive routines use interrupts to inform the kernel about the actions
performed by the respective DMA engines. The Transmit Interrupt is used to convey, that a
packet has been transmitted successfully by Transmit DMA. In the interrupt handler, the transmit
buffer is freed back to the kernel.

Rx Interrupt indicates that a packets has been received in the receive buffer by Rx DMA. The
receive routine is called from the interrupt handler to service the Rx interrupt (i.e, processing the
received packet and sending it up to the stack. During the receive operation the packet statistics
are also updated. A new packet buffer (SKB) is allocated and re-assigned to the received RX
DMA descriptor to continue receiving other packets.

The transmit routine is called by the kernel as kernel task. But the receive routine is called as a
handler for an interrupt. Since executed in the interrupt mode, care should be taken in the receive
routine and not to perform any operation that will sleep.

In the Giga bit Ethernet drivers a method called NAPI is introduced to reduce the context
switching latency by reducing the interrupts. In this method, once an interrupt has occurred, the
interrupt and a task is scheduled to process the received packets. This task will run outside the
interrupt handler. Since the interrupt have been disabled there is will no more interrupts till the
scheduled receive task is completed. The receive task process all the packets that has been
received and it will continue to receive until either one of the case below occurs.

i) There is no more received packets to be processed. (or)

:_'..:1 E-('.K;-‘a.
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ii) The number of received packet has reached the quota assigned.
[Quota is minimum value of budget and weight assigned)]

Other than transmit and Receive interrupts, there are error and status interrupts available to
convey the status of TX and RX DMA, Ingress and Egress engines.

. osher (e

Ethernet performance optimization can be done in different levels.

e Hardware Based Optimizations
e Driver Based Optimizations
« Kernel Based Optimization

s 6 3) $%N'&" ")

Hardware cannot be optimized. But by proper configuration of hardware, we can achieve
maximum performance out of it. Some of the common configuration mechanism is discussed
here. Following configuration parameters may not be applicable to all hardware and It is mostly
depends on the MAC design.

) S % ( !

The TX DMA and RX DMA poll for the free Descriptors in the descriptor memory. This
polling frequency is programmable in some hardware. Higher the polling frequency consumes
more memory bandwidth and lowering the frequency will slow down receive and transmit
process. So, an optimum value is chosen depending Ethernet speed (10/100/1G) and CPU
power.

To avoid this kind of polling issue, some DMA engines are designed in such a way that
the CPU will write to a register to inform the DMA that a descriptor is available for the
transmission or reception. The Internal register space access is some time too much slower that
the memory access. CPU must ensure this write as un-cached and un-buffered write.

, 3)%" "15 6 4 A

During the Ethernet transaction, both CPU and DMA will be trying to access the
descriptor memory and buffer memory continuously. To achieve a Giga bit speed at full duplex
mode, theoretically both DMA will make 2Gbps access to buffer memory. For processing those
packets CPU will make another 2Gbps access. So a total of 4Gbps access is made to achieve
Giga bit speed. If the descriptors are cacheable, they are placed in sparse mode (cache aligned).
For every packet, both CPU and DMA make two access (Read & Write) to the DMA descriptor.
For a worst case scenario of 64 bytes per packet, both CPU and DMA are going to do another
2Gbps access to the descriptor memory.

(Note: Even the cache is enabled, the first time access is always done from the memory. And
program memory access for processing those packets should also be included in the bandwidth).

So choosing a correct priority levels between the peripherals, CPU and DMA will also help to
improve the Ethernet performance.

' lntatach $12 -1 ? 0
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Hardware coherency between the cache data and the ram data plays a significant role in
the CPU performance. If the hardware doesn’t support cache coherency, software has to
explicitly do the cache flush and invalidation of the DMA data whenever its required. This
consume more CPU cycles as we need to do this for each and every packet.

With no hardware cache coherency support, every DMA buffer need to be invalidated for
it entire size (around 1518 bytes for normal packet and 16K bytes for jumbo packets) before
giving to the RX DMA for reception. Similarly every DMA buffer needs to be flushed for its data
size before giving to TX DMA for transmission. This we need to be done in order to maintain the
coherency between the cache and RAM. Otherwise there will be two different data in cache and
in the RAM for the same address (out of which one will be old invalid data). This will make either
the CPU to access the invalid data or the DMA to transfer the old invalid data. To avoid this
scenario proper flushing and invalidation of data should be done whenever it is required.

It has been tested that, making the descriptor memory and buffer memory un-cached improves
performance (by 5% to 30% depending on the application) than doing explicit flush and
invalidation of data.

The System which supports hardware coherency (Snooping) will always delivers the new
data to CPU and the DMA. The flushing and invalidation will be carried out by hardware during
the time of access itself.

s s 5 #1 57 " )% /&

Descriptor memory can be allocated either in the cacheable memory or non cacheable
memory.

If placed in the cacheable memory, descriptors need to be in sparse mode. Means, it
should be in cache aligned boundary. This makes larger descriptor memory. Even the descriptor
size is 8 or 16 bytes CPU need to access 32 bytes to get a descriptor in the cache. If the system
in not hardware coherent, then we need to invalidate and flush the data every time we access or
modify it.

If the descriptors are placed in non cacheable memory region, and the memory is DDR
(rather than SRAM) then we need keep in mind about the un-cached memory access latency.
Need to access the entire word modify and then write back to the descriptor, instead of writing
each and every field, which consumes more access. Because of its huge size the buffer memory
has to be in the system memory rather in SRAM. In case of system with no hardware cache
coherency, the buffer memory can be made to non cacheable space. This kind of testing has
made significant improvement in the performance. But it can vary between systems and
applications running on it.

, 8 = " 3 )

As discussed earlier, Receive buffer size must be large enough to hold the maximum
packet size (MTU + size of Ethernet header) configured. This is to avoid scatter gather operation
in the software. Also by this way, one descriptor access is enough to get the information about
the received packet.

If there are less numbers of Receive buffers, will quickly led to OOD at high traffic
conditions. And more buffers may led to more cache misses (the SKB structure for each packet is
usually cacheable).
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In the MAC, interrupts are used to convey events like packet reception and packet
transmission (there are still other evens like error notifying, PHY link change etc). So for every
packet that has been transmitted or received an interrupt is generated. At heavy traffic conditions
there are going to be more number of interrupts occurring per second. At 10/100 Mbps mode the
number of interrupts generated per second will be much less compared to the CPU performance.

At Giga bit speed, considering the lowest packet size of 64 bytes, the interrupts
generated by RX DMA will be more than 1 million interrupts per second. For every packet we
transmit, the same number of interrupt is going to get generated at the TX DMA also.

Whenever an interrupt is generated, there is going to be a context switch happening to service
the interrupt. Switching between the tasks incurs more delay in saving the current task’s
parameter to stack and retrieving the contents back again once the interrupt is serviced. So the
interrupt generated should be reduced in order to utilize the CPU cycles effectively processing the
packet. At the hardware side, an option called interrupt coalescing is provided to limit the
interrupts that is getting generated.

Once a packet is received or transmitted, the interrupt is not generated immediately. The
hardware will wait for a timeout period programmed before actually raising the interrupt. During
the timeout period, all the interrupts raised by packets that has been transmitted or received will
get ORed to raise a single interrupt. So effectively only one interrupt will get raised during the
timeout period irrespective of whether one interrupt has occurred or many interrupts have
occurred. So the interrupt handler has to find out actually how many packets has been received /
transmitted to process all those packets.

Driver writers should be careful while selecting the Coalescing value. An optimum value should
be programmed to minimize the effective delay. Every MAC has its own way of implementation so
is the coalescing values. In software, NAPI receive method is also used to reduce the RX
interrupts.
, - $Bh'&"" ))22% ) 11D

Programming optimum Ingress FIFO threshold levels (tells at which FIFO level, the
packet data should be copied into memory) also improves the performance of packet reception.
y 2 D&
Hardware CRC engine releases the software performing CRC calculation. Ethernet drivers that

use hardware engine to verify CRC checksum, needs to inform the kernel not to verify the
checksum. This is done through the SKB flag ip_summed assigned to CHECKSUM_HW.

, . 1 $% "&"" ")

All the packets that are having critical errors like CRC error and invalid length error can be
dropped before transferring to memory to save memory bandwidth.

Available Hardware based statistics should to be used to update the statistics information in the
driver, avoiding the statistics calculation in the driver.

NAPI should be used in Giga bit Ethernet drivers to receive the packets without interrupt over
ahead.

:_'..:1 E-('.K;-‘a.
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As mentioned before, the increase in number of interrupts causes delay while switching between
tasks. We can totally remove the Transmit interrupt and do the freeing of Transmit descriptor on
the polling basis (every time during the transmission of the packet, whether the previous packet
transmission is completed or not). As said earlier, this may not have any performance
improvement over 10/100 Mbps mode, but can have significant improvement over Giga bit Mode
or if the hardware doesn’t support interrupt coalescing feature.

) " ) "% ) # 4

Pre-fetching the data before we really access them will avoid cache misses and thereby
improve performance. The data that are likely to be accessed after some time can be pre-fetched
to avoid the cache miss. Need to be careful when we pre-fetch the descriptor and found it is not
updated then it should be invalidated before we access it again. If the system has hardware
coherency then we don’t need to do this explicitly.

s $ 1 $% & " )
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The weight field describes the relative importance of the interface: how much traffic
should be accepted from the interface when resources are tight. There are no strict rules for how
the weight parameter should be set; by convention, 10 Mbps Ethernet interfaces set weight to 16,
while faster interfaces use 64. You should not set weight to a value greater than the number of
packets your interface can store, mean not more the descriptor and buffers allocated.

The budget parameter provides a maximum number of packets that we are allowed to
pass into the kernel. Within the device structure, the quota field gives another maximum; the
receive method must respect the lower of the two limits. It should also decrement both quota and
budget by the number of packets actually received. The budget value is a maximum number of
packets that the current CPU can receive from all interfaces, while quota is a per-interface value
that usually starts with the value of weight assigned to the interface at initialization time.

, 3 7 %"'&™ " )D <3 rr

SKB recycling is a method of buffer handling in the driver. Every time a packet is transmitted or
received, memory (SKB buffer) is allocated. Once the buffer data has been consumed the buffer
will be released. When the device is working at very higher speed, the number of allocation and
freeing of buffer is done in large numbers. Generally memory allocation consumes more
processor cycles and degrades the CPU’s Ethernet packet processing performance. So a method
is designed is reuse the allocated buffers in the driver itself, seems to give better performance
compared to normal packet allocation path.

This method is discussed more detailed in the Appendix section.

. AR )

In order to optimize and improve the performance of the Ethernet driver, we need to find
out the performance bottle neck part in the driver.

:_'..:1 E-('.K;-‘a.
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Hardware performance counters supported in the CPU is used for code instrumentation and code
profiling.

) ) & '

Code Instrumentation can be done using Hardware performance counters, if supported by the
CPU. The counters usually counts about CPU clock cycles, instruction and data cache misses,
branch, store, load instructions and lot more parameters during the program execution. The code
instrumentation is done using these performance counter values.

7 9 “7"

Code Profiling can be done using the profiling tool like Oprofile. Linux kernel has support for
Oprofile. Oprofile also uses performance counter supported by the hardware. Oprofile give more
detailed information of every function that system executes. Which can be used calculate
function’s performance in all the supported performance counter values. The functions that
consumes more time is taken for optimizations.

. & &) &

Packet forwarding rate measurement using hardware packet generation unit like smart
bits gives accurate packet forwarding rate with different packet size, different flow sequence to
determine exactly what scenario the performance goes down. TCP/IP through put using Network
Performance calculation tools like NetPerf, IPerf also useful to calculate the performance of driver
as well the TCP/IP stack together.
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Every SKB consists of SKB header and corresponding DMA buffer. The SKB header has
information about the buffer, buffer data, packet information received in the data buffer. The SKB
header is modified to add some flag to identify whether the SKB is allocated from the normal
allocation or through SKB recycler. SKB recycler is a separate buffer handling mechanism, which
allocates socket buffers and maintains within the driver to reuse the allocated SKB for next
transaction. The Recycle queue is a queue of allocated socket buffers through SKB recycler.

8 1 &7 <3 17 " " & V&
DMA reception of
Arrived Packet
Request for y
New SKB Drivers Receive
Allocate skb < Function
y y
Allocated Send the Received
SKB Buffer SKB to Kernel

y

SKB Assigned to RX

Engine to receive new
packets

In the normal receive process, for every packet that has been received by the receive function, a
SKB buffer memory is allocated and freed. The allocation and freeing of memory takes more CPU
cycles and acts as a bottle neck when the packet receive rate is much higher. In order to reduce
this allocation time, we tried to reuse the allocated socket buffers without really freeing them
(which give better performance by reducing the allocation time).
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Packet Arrival

Request
Allocate skb. Set for new SKB s
Recycle flag in the Drivers Receive
allocated SKB N Function
Buffer "
Allocated y
SKB

Send the Received
SKB to Kernel

No Entry in Recycle queue.
Till Freeing of SKB happens,
which creates an entry in the

SKB queue

SKB Recycler queue

Here whenever the Receive function needs a SKB buffer, it requests the SKB Recycler. SKB
recycler has a queue of SKB entries that has been allocated through recycler. When the request
for SKB arrives, the recycler checks the queue for SKB entries. If SKB recycler has any entry of
allocated SKB, it will be delivered it to the requested function and it will clear that entry in the SKB
gueue. If there is no such entry, then the recycler will do a normal SKB allocation and set the SKB
recycle flag before giving to the receive function.

This process of allocating the SKB buffers through alloc_skb continues till the recycler doesn’t
have any SKB entries in the queue. Once the SKB entries have been created in the recycler, the
allocation will be done by reusing these SKB buffers. The SKB entries will be created when these
SKB buffers are freed by the kernel.

The SKB allocated through the SKB recycler, has a flag (SKB recycler flag) to differentiate
between the buffers allocated through a SKB recycler and buffers allocated by other network
devices. Later during the time of freeing, this flag is used to identify the SKB from recycler queue
from the other SKB buffers. These SKB buffer are put back into the recycle queue instead of
freeing it.

A ey $12 . 1 38 0



J %’ " () = /10 -

p2 " <35 )

The SKB allocated from the recycler is used to receive the data and send it to the kernel. Till the
recycler has some SKB entries, the SKB will be consumed from the recycler. If there is no entry in
the recycler, a new SKB is allocated through a normal SKB allocation call. If allocated through the
SKB recycler, the SKB recycler flag is set in order to differentiate between other SKB [SKB
allocated by other Ethernet drivers, incase if we have a PCIl based Ethernet card/USB based
Ethernet card etc] and Recycler allocated SKB.

This will continue for every packet we receive through the interface which supports SKB
recycling.

> )" 7 ) <85 )
Packet
Arrival
A 4
Alll(ck))cate Request for SKB Drivers
S < Receive
Function
3 Entries in Recycle queue Y
Allocated SKB
SKB Buffer | Entry O Buffer
Entry 1
Entry 2
A 4
Send it to
Kernel
A
Kernel Frees the SKB. This l
SKB is trapped and put back
into the recycle queue. There by Process
adding an entry in the recycle . SKB data

Buffer

When ever the kernel releases a SKB buffer, it will be stored back into the recycler queue (Only if
it is allocated through the SKB recycler). For the later allocation of socket buffer, these same SKB
will be assigned to the requested functions.

Sometimes the recycler entries can over flow with the recycler queue size. This is because of the

undefined latency between the SKB allocation and freeing. In this case, the SKB is actually freed
to the kernel instead of putting back into the recycler queue..
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